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Controlled thermonuclear fusion

I Fusion conditions:
nT τE large enough.

I T ≈ 100 million oC
fully ionized gas=plasma.

I Magnetic confinement (ITER)
I Inertial confinement

I by laser (LMJ, NIF)
I by heavy ions
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Two devices for magnetic fusion:
tokamaks and stellarators

Wendelstein 2-A,  
Deutsches Museum, München 

Wendelstein 7-X,  Greifswald 

Both confinement types at IPP: Tokamak and Stellarator 

Tokamak                                                    Stellarator 

ASDEX Upgrade, Garching 
Wendelstein 7-X,  Greifswald 
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Modelling of Tokamak plasmas

I A plasma is a collection of different species of charged particles.

I Basic model is Newton’s law with pairwise interaction between
particles which is largely dominated by electromagnetic force. Too
many particles n ≈ 1019m−3, numerically intractable.

I First reduced model: Kinetic Vlasov-Maxwell (+Landau collisions)

I Second reduced model: multi-fluid Euler-Maxwell

I Third reduced model: single fluid MHD

I Other reduced model: Maxwell’s equation with dielectric tensor
representing plasma

6



Kinetic models: Turbulent transport

I Plasma not very collisional and far from fluid state
⇒ Kinetic description necessary for shorter time scales. Fluid and
kinetic simulations of turbulent transport yield very different results.

I Vlasov (6D phase space) coupled to 3D Maxwell

∂f

∂t
+ v · ∇x f +

q

m
(E + v × B) · ∇v f = 0.

I Toroidal geometry
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MHD: ELM

I In the tokamak large scale instabilities can appear in the plasma.
I The simulation of these instabilities is an important subject for

ITER.

I Example of Instabilities in the tokamak :
I Disruptions: Violent instabilities which can critically damage the Tokamak.
I Edge Localized Modes (ELM): Periodic edge instabilities which can damage the

Tokamak.

I These instabilities are linked to the very large gradient of pressure
and very large current at the edge.

I Many aspects of these instabilities are described by fluid models
(MHD resistive and diamagnetic or extended)
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HPC resources

I European Fusion community organised within the EUROfusion
consortium supported by EU

I Next to experimental devices HPC plays an important role:
dedicated resources

I HPC-FF (Germany): 2009-2013, 100 Tflops, 1080 nodes, 8-core
Intel-Nehalem, 8640 cores. Part of JUROPA cluster at Jülich.

I HELIOS (Japan): 2012-2016, 1.5 Petaflops, 4500 nodes, 16-core Intel
SandyBridge, 72000 cores. Fully dedicated to fusion: 50% for Europe,
50% for Japan.

I MARCONI-Fusion (Italy): 2017-2021. Part of bigger cluster at
CINECA. 2 PetaFlops for EUROFusion(now): Broadwell 2x18
cores/node 1500 nodes, 2.3 GHz, Peak 2 PFlops (50% for
EUROfusion)
KNL 68 cores/node, 3600 nodes, Peak 10 PFlops (10% for
EUROfusion).
Skylake 2x20 cores/node, 2.3 GHz, 1500 nodes, Peak5 PFlops just
installed to replace Broadwell nodes.
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The High Level Support Team

I Main tasks for HLST
The HLST team is a support unit to ensure optimal exploitation of
dedicated resources since 2009: HPC-FF, HELIOS, Marconi, ...

I it is not focused on its own academic research.
I Support for code development

I Parallelise codes using e.g. OpenMP and/or MPI standards for
massively parallel computers

I Improve the performance of existing parallel codes both at the single
node and inter node levels

I Support the transfer of codes to new multiprocessors architectures
I Choose and if necessary adapt algorithms and/or mathematical library

routines to improve applications for the targeted computer
architectures
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The NMPP division at IPP

I Nonlinear physics and complex interactions are essential for
magnetic fusion research.

I Their understanding can only be achieved with large scale numerical
simulations.

I Need to develop reliable and fast codes.

1. Mathematical modeling and analytical theory – code Verification
I Provide well-behaved analytical models for codes
I Derive analytical verification tests

2. Consistent and stable discretisation of continuous model
I Structure preserving discretisation
I Check consistency and stability of approximation

3. Development and implementation of fast algorithms
I Find optimal algorithms
I Code optimisation and parallelisation
I Efficient use of new architectures: MIC - GPU

4. Provide expertise and help in these topics for other divisions of IPP.
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NMPP code suite

I Well written, tested and documented codes in object oriented
Fortran 2003 + MPI + OpenMP

I Can be used for testing new numerical concepts, learning, or as
libraries for productions codes. Release versions expected this year.

I Collaborative development under Gitlab at MPCDF, continuous
integration based on Jenkins

I Major codes:
I SeLaLib: Kinetic and gyrokinetic, Semi-Lagrangian and PIC (with

Inria, U. Strasbourg, CNRS, CEA)
I Django-Jorek: Finite Element code aimed at MHD (with Inria)
I FEMilaro: Finite Element code for fluid models (SOLPS)
I FLUXO: Spectral DG code for MHD
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The JOREK code

I Models: reduced MHD models (reduction of
the solution space) using potential formulation
of the fields.

I Physics in models: two fluid and neoclassical
effect, coupling with neutral ...

I Typical run of JOREK:
I Computation of the equilibrium on a grid

aligned to the magnetic surfaces.

I Computation of the MHD instabilities
perturbing the axisymmetric equilibrium.

Figure: Aligned grid
Numerical methods

I Spatial Discretization: 2D Cubic Bezier finite elements + Fourier
expansion.

I Temporal discretization: Implicit scheme + Gmres + Toroidal
modes Block Jacobi preconditioning
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MHD codes at NMPP

1. Discontinuous Galerkin Spectral Elements Method (FLUXO)
I FLUXO: High order Discontinuous Galerkin scheme on curved 3D

hexahedral meshes
⇒ Full nonlinear resistive MHD equations
⇒ Solver is fully MPI parallelized and highly scalable
I HOPR: tool for mesh generation

2. Locally field Aligned Discontinuous Galerkin (ADG) for linear MHD

3. Compatible Finite Elements (Django-Jorek)
I Bezier and spline Finite Elements including IsoGeometric paradigm
I Parallelization: MPI. OpenMP is in progress. OpenACC is planned
I First reduced MHD model implemented, Full MHD in progress
I Fast solvers and preconditioning

I Optimal Multigrid for B-Splines for Elliptic problems
I Optimal preconditioning for the (B-Splines) mass matrices
I Physics-Based Preconditioning
I Spectral study of the curl-curl problem for a compatible B-Splines

discretization of H(curl)
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Exploring alternatives for JOREK’s fully implicit Fi-
nite Elements: the FLUXO DG-SEM code

I FLUXO: Highly scalable explicit 3D DG-SEM solver, high order,
unstructured hex-meshes for general conservation laws

I Resistive full MHD & anisotropic diffusion implemented and
validated

I Difficulties: Find semi-implicit time integration maintaining
scalability of the solver!

I Initialization: domain geometry, mesh and MHD equilibrium needed

I Objectives:

I Assess DG versus JOREK’s FE for different fusion applications

I Explore benefits of non conforming locally field aligned mesh which
is easier to handle with DG, including in the vicinity of the
separatrix.
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Discontinuous Galerkin Method

I From high order Finite Element Method (p-FEM):
Approximation solution is a polynomial inside an element

I From Finite Volume (FV):
Riemann solvers to resolve discontinuity at element interfaces

⇒ High order scheme, low dissipation and dispersion errors
⇒ Allows coarse unstructured meshes for complex geometries
⇒ High potential for parallel scaling due to element local operators
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Strong Scaling of FLUXO
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I Strong scaling on Cray XE6, HLRS Stuttgart
I Always up to one element per core
I Number of cores is doubled in each step
I Speedup > 100% owing to cache effects (low memory consumption)
⇒ Ideal strong scaling for ≈ 1000 DOF per core, corresponding to

one N8-elem., four N5-elem. or eight N3-elem. per core
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FLUXO: Meshes and MHD Equilibrium

Meshfile (HDF5)
High order 
elements

Equilibrium Solver
(VMEC, Grad-Shafranov)

3D Mesh Generation: HOPR (High-order Preprocessor)

● Generate block-structured high order 
mesh of a cylinder  (w/o singularity!)

● Interpolate equilibrium data,
cylinder coordinates=flux coordinates

➔ Mapped geometry & MHD equilibrium
   (for closed flux surfaces)

s=√ψ tor

ζ tor

θ
pol

Z (s ,θ ,ζ)

R(s ,θ ,ζ)

B⃗(s ,θ ,ζ )

Tokamak
AUG-like

Stellarator
W7X

Flexi Solver

3D DG-SEM
MPI parallel, >1000 ranks

full resistive MHD eq.

Meshfile
(hdf5)
HO elems. +
MHD equi-
librium

Visualization: Paraview Plugin

parallel post-processing
of  checkpoint files directly

Checkpoint files
(hdf5) 

I Tool uses external equilibrium data (from VMEC or Grad-Shafranov)
to generate mesh and interpolate equilibrium

I Approach restricted to closed flux surfaces

20



Outline

Tokamak and stellarator physics
Turbulence and transport: kinetic
Large scale instabilities: MHD

HPC in the european Fusion community

MHD simulations
Finite Elements: the Jorek physics Code and its evolution
A spectral DG code for MHD

Gyrokinetic and kinetic models
Geometric structure of the Vlasov-Maxwell equations
A geometric Particle-In-Cell method (GEMPIC)
Semi-Lagrangian Vlasov solvers
Implementation on a sparse grid
Implementation with hierarchical tensor decomposition

21



The Vlasov equation

I Consider a population of particles evolving with

dX

dt
= V,

dV

dt
= F =

e

m
(E + V × B).

I Their distribution function f , or more precisely probability density in
phase space (up to normalisation), satisfies the Vlasov equation

∂f

∂t
+ v · ∇x f + F · ∇v f = 0.

I Given an initial distribution f0, the distribution at time t is
equivalently characterised by the solution of the Vlasov equation or
the particle positions f (t, z) = f0(X (0; z, t),V (0; z, t)),
where we denote by z = (x, v).

I The Vlasov equation is nonlinearly coupled with Maxwell’s equations
for the evolution of the self-consistent electromagnetic field.
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Action principle for the Vlasov-Maxwell equations

I Field theory is action principle from which Vlasov-Maxwell equations
are derived.

I Action proposed by Low (1958) with a Lagrangian formulation for
Vlasov, i.e. based on characteristics.

I Based on particle Lagrangian for species s, Ls = (qsA +msv) · Ẋ−H

I Such an action, splitting between particle and field Lagrangian,
using standard non canonical coordinates, reads:

S =
∑

s

∫
fs(z0, t0)Ls(X(z0, t0; t), Ẋ(z0, t0; t), t) dz0 dt

+
ε0

2

∫
|∇φ+

∂A

∂t
|2 dx dt − 1

2µ0

∫
|∇ × A|2 dxdt.

Particle distribution functions fs taken at initial time.
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The gyrokinetic model

I Scale separation: fast motion around magnetic field lines can be
averaged out.

I Idea: separate motion of the guiding centre from rotation by a
change of coordinates.

I For constant magnetic field can be done by change of
coordinates: X = x− ρL guiding centre + kind of
cylindrical coordinates in v: v‖, µ = 1

2mv2
⊥/ωc , θ.

I Mixes position and velocity variables.

I Perturbative model for slowly varying magnetic field.
I Several small parameters

I gyroperiod, Debye length
I Magnetic field in tokamak varies slowly: εB = |∇B/B|
I Time dependent fluctuating fields are small.

I Gain: Gyrokinetic model posed in 5D phase space including 1
invariant + fastest time scale removed.
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The electromagnetic gyrokinetic field theory

I Transform single particle Lagrangian to remove fast giration.
I Gyrokinetics is a low frequency approximation.

Darwin approximation: ∂tA removed from Lagrangian.
I Quasi-neutrality approximation: |∇φ|2 removed:

S =
∑

s

∫
fs(z0, t0)(A∗ · Ẋ− H) dz0 −

1

2µ0

∫
|∇ × (A‖b)|2 dx.

I Additional approximation made to avoid fully implicit formulation:
Second order term in Lagrangian linearised (consistent with
ordering) by replacing full f by background fM

S =
∑

s

∫
fs(z0, t0)(A∗ · Ẋ− H0 − H1)dz0

−
∑

s

∫
fM,s(z0)H2 dz0 −

1

2µ0

∫
|∇ × (A‖b)|2 dx.
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Structure preserving discretisation

I Find phase space discretisation that preserves the hamiltonian
structure

I The finite dimensional version of a non canonical hamiltonian
system yields a so-called Poisson structure:

dU

dt
= J(u)∇H

where J is a Poisson matrix (skew-symmetric, Jacobi identity).
I Symplectic structure

J =

(
0 I
−I 0

)

is a special case corresponding to canonical hamitonian systems.
I Particle discretisation of distribution function: Monte Carlo

approximation. Draw particles from initial distribution function.
I Compatible Finite Element (FEEC) discretisation of electric

(H(curl) conforming) and magnetic (H(div) conforming) fields.
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PIC Finite Element approximation of the Action

I Compatible FE discretisation:

φh ∈ V0, Ah,Eh ∈ V1,Bh ∈ V2.

I Particle discretisation of f ≈∑k wkδ(x − xk(t))δ(v − vk(t))

I Vlasov-Maxwell action becomes:

SN,h =
N∑

k=1

wkLs(Z(zk,0, t0; t), Ż(zk,0, t0; t), t)−1

2

∫
|
Ng∑

i=1

ai (t)∇×Λ1
i (x)|2 dx

+
1

2

∫ ∣∣∣∣∣∣

Ng∑

i=1

φi (t)∇Λ0
i (x) +

Ng∑

i=1

dai (t)

dt
Λ1
i (x)

∣∣∣∣∣∣

2

dx.

I Z(zk,0, t0; t) will be traditionally denoted by zk(t) is the phase space
position at time t of the particle that was at zk,0 at time t0.
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The final semi-discrete system

I Putting all together we get an ODE system involving the particle
positions and velocities as well as the FE dofs of the electric and
magnetic fields

dxk
dt

= vk , m
dvk
dt

= q(Eh(t, xk) + vk × Bh(t, xk)),

M1
de

dt
= R>12M2b +

∑

k

wkvkΛ1(xk),
db

dt
= −R12e.

M1,M2 mass matrices in V1 and V2, R12 discrete curl incidence
matrix.

I The following semi-discrete energy is exactly conserved

H =
1

2
v>Mpv +

1

2
e>M1e +

1

2
b>M2b.

denoting by v>Mpv = 1
2

∑
k wkv

2
k
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Poisson structure

I Our semi-discrete system fits into a Poisson structure

du

dt
= Ω(u)∇H,

where H is the conserved energy, u = (x, v, e,b)> and the Poisson
matrix

Ω(u) =




0 M−1
p 0 0

−M−1
p B>h (t, xp)M−1

p (Λ1(xp))>M−1
1 0

0 −M−1
1 (Λ1(xp)) 0 M−1

1 R>

0 0 −RM−1
1 0




I We see that Ω is anti-symmetric, it remains to show that it satisfies
the Jacobi identity to define a Poisson structure, such that

{F ,G} = ∇F>Ω∇G

defines a Poisson bracket.

29



Properties of Poisson structure

I The Jacobi identity can be proved by using a lemma from
Hairer-Lubich-Wanner relating the terms of the matrix

I Most terms in the matrix are constant and pose no problem.
I Key identities come from

1. ∇ · Bh = 0
2. Derivatives of Λ1 basis functions related to Λ2 basis functions and

curl incidence matrix.

I Two casimirs (invariants of motion) are found:
I ∇ · Bh

I Discrete Gauss law:
∫

Eh · ∇q dx +
∫
ρq dx ∀q ∈ V0

I No projection needed.
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Time advance via Hamiltonian splitting

I Following the prescription of Crouseilles-Einkemmer-Faou a
Hamiltonian splitting can be performed, treating the three terms of
the Hamiltonian separately

H =
1

2
vMpv +

1

2
eM1e +

1

2
bM2b = Hp + He + Hb.

I Split and solve successively (Ω(u) Poisson matrix)

du

dt
= Ω(u)∇Hi , i = p, e, b

I Lie-Trotter splitting (first order), Strang splitting (second order) or
even higher order.

I Exact solution possible for He and Hb.

I For Hp split further between the three components. Other
possibility: use variational integrator
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GEMPIC: Results for 1d2v Weibel instability

Numerical parame-
ters:

I 100,000
particles.

I 32 grid points.

I ∆t = 0.05.

I Splines of
degree 3 and 2.

I Antithetic
particle
sampling with
Sobol numbers.

Propagator total energy Gauss law

Lie 4.9E-7 8.7E-15
Strang 6.3E-7 1.5E-14

4th order 2.1E-13 3.9E-14

Boris 3.4E-10 1.0E-4
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Problems with PIC codes

I Particles follow physical flow. In principle nice but parts of phase
space can become over or undersampled.

I Improved with control variate method in tokamaks but still very
noisy

I Long time nonlinear simulations not accurate without remapping or
resampling:

I Two options:

1. Remap on phase space grid, partial or full
2. Particle resampling: (weight smoothing) exchange information

between neighbouring particles identified with quad-tree algorithm.
Possibly remove or create particles keep global conservation laws
within particle group (mass, momentum, energy)
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Better remapping by taking into account local flow
around particle

Motivation : improvement of existing particle codes

freedom as the 256 � 256 BSL-DG solution shown in Figure 4 from Ref. [32], and it achieves
a similar level of details, still with a very large time step. In the bottom row of Figure 11 we
then show PIC, FSL and LTPIC runs using 256� 256 particles, for comparison. To highlight the
robustness of LTPIC compared to FSL the remapping period is taken higher than in Figure 10.
Results indeed show strong ripples in the FSL solutions, but almost none in the LTPIC ones. By
running the FSL method with �tr = 1.8, we obtain solutions (not shown here) where oscillations
are either significantly reduced in the 256 � 256 case or fully smoothed out in the 512 � 512
case. Finally, our cpu time measurements show that FSL and PIC runs using similar numbers of
Poisson cells and particles require very similar computational e�ort. With the same numerical
parameters the LTPIC runs are only slightly longer, which again indicates that the extra work of
deforming the particles is not dominant.

-vmax

v  

vmax

0 x L

512 x 512 PIC

-vmax

v  

vmax

0 x L

512 x 512 FSL with Δtr = 3

-vmax

v  

vmax

0 x L

512 x 512 LTPIC with Δtr = 3

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

-vmax

v  

vmax

0 x L

256 x 256 PIC

-vmax

v  

vmax

0 x L

256 x 256 FSL with Δtr = 3

-vmax

v  

vmax

0 x L

256 x 256 LTPIC with Δtr = 3

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

Figure 11: Strong two-stream instability (case 2). Comparisons of phase-space densities obtained at tn = 45 with high
(top) and moderate (bottom) resolution runs. All the runs use a time step �t = 1/5. The top runs use 128 cells and
512 � 512 particles, with approximate cpu times 600 s (PIC), 630 s (FSL) and 680 s (LTPIC). The bottom runs use
64 cells and 256 � 256 particles, with approximate cpu times 90 s (PIC), 90 s (FSL) and 110 s (LTPIC). Note that the
remapping period �tr = 3 taken here for the FSL and LTPIC runs is slightly longer than in Figure 10.

3.3. Halo formation in a mismatched thermal sheet beam
We now consider the case of a 1D sheet beam in a continuous focusing channel with pre-

scribed focusing strength
�(s) � k2�0 , (31)

as studied in Ref. [22]. Here no electron cloud is present (� takes the role of a neutralizing
species) and the density f = f (s, x, x�) models an axially thin, transverse slice of a continuous
(�/�z = �/�y = 0) ion beam composed of single species particles of charge q and rest mass m.
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Martin Campos Pinto (CNRS, LJLL) From particles to hybrid semi-lagrangian Cambridge, May 11 4 / 21
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Polynomial approximation of particle shape trans-
portation

I Order 0 (shape stays constant): Standard PIC deposition on phase
space grid:

fh(xi ) =
∑

k

wkS(xi − xnk )

I Order 1: linearly transported particles (M. Campos Pinto, ES, A.
Friedman, S. Lund, D. Grote JCP 14)
fh(xi ) =

∑
k wkS(Dn

k (xi−xnk )) Dn
k Jacobian of flow for particle xk

computed using neighbouring particles starting from uniform grid.
More computation but no storing (free!)

The linearly-transformed particle (LTP) method
Each particle has a weight wn

k , a center xn
k and a deformation matrix Dn

k

f n
h (x) =

X

k2Zd

wn
k'h(D

n
k (x � xn

k )) (" = h)

The linearly-transformed particle (LTP) method
Each particle has a weight wn

k , a center xn
k and a deformation matrix Dn

k

f n
h (x) =

X

k2Zd

wn
k'h(D

n
k (x � xn

k ))

k0h

k1h

x0

supp('0
h,k) = x0

k + h[�c , c]2x1

supp('n
h,k) = xn

k + (Dn
k )�1(h[�c , c]2)

LTP transport = exact transport of the particle for the linearized flow
I in practice, apply the forward flow F n on a local stencil around each particle
I also need to remap to avoid arbitrary stretching

. Previous approaches
I formal methods by (Hou, 1990), (Cohen and Perthame, 2000)
I in plasma simulation, Complex Particle Kinetics by (Bateson and Hewett,

1998), (Hewett, 2003), (Alard and Colombi 2005)...

Martin Campos Pinto (CNRS, LJLL) Noiseless particle simulations Cambridge, June 21 17 / 10

LTP = exact transport of 'h(· � x0
k ) along F̄ n

h,k : x ! xn
k + Jn

k (x � x0
k )

I Jn
k : fwd Jacobian approximated by FD, using current position of particles

I straightforward inversion : (F̄ n
h,k)

�1 : x ! x0
k + (Jn

k )�1(x � xn
k )

I remappings still needed to avoid unlimited stretching

Math : (Hou, 1990), (Cohen and Perthame, 2000), Plasma physics :
(Bateson and Hewett, 1998), (Hewett, 2003), (Alard and Colombi 2005)...

Martin Campos Pinto (CNRS, LJLL) From particles to hybrid semi-lagrangian Cambridge, May 11 6 / 21

I Order 2: (M. Campos Pinto, even better properties)
I Remapping can be less frequent for higher order. However particle

stretching make reconstruction less local
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The backward semi-Lagrangian Method

I f conserved along characteristics

I Find the origin of the characteristics ending at
the grid points

I Interpolate old value at origin of
characteristics from known grid values →
High order interpolation needed

I Typical interpolation schemes.
I Cubic spline (Cheng-Knorr)
I Cubic Hermite with derivative transport (Nakamura-Yabe)

I For Vlasov-Poisson (because of separable Hamiltonian) origin of
characteristics can be obtained explicitly with operator splitting.

I Recent hamiltonian splitting method also for Vlasov-Maxwell
(Crouseilles et al. 2015).
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Split-semi-Lagrangian scheme for Vlasov-Poisson

Given f n and En at time tn, we compute f n+1 at time tn + ∆t as follows:

1. Solve ft − Enfv = 0 on half time step:
f n,∗(xi , vj) = f n

(
xi , vj + En

i
∆t
2

)
.

2. Solve ft + vfx = 0 on full time step:
f n,∗∗(xi , vj) = f n,∗ (xi − vj∆t, vj).

3. Compute ρ(xi , vi ) and solve the Poisson equation for En+1.

4. Solve ft − En+1fv = 0 on half time step:
f n+1(xi , vj) = f n,∗∗

(
xi , vj + En+1

i
∆t
2

)
.

Constant coefficient advection along given direction at each time step so
that the scheme reduces to

I Interpolation along lines

I Integration over velocity to get charge density

I 3D Poisson solver
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Efficient 6d Vlasov–Poisson solver

I Numerics: Semi-Lagrangian solver with Lagrange or spline
interpolation.

I Parallelization schemes
I Domain partitioning into 6d cubes with adapted interpolation

schemes.
I Remap between two domain partitionings: One keeping x sequential

and one keeping v sequential.

I Optimizations:
I Vectorization of interpolation routines.
I Cache-efficient memory layout.

I Computing
I Strong scaling of about 90% efficiency from 2560 to 20480 cores.
I Ported to new Intel Knights Landing architecture with performance

comparable to Intel Xeon E5-2698 node.
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Efficient 6d Vlasov–Strong scaling

Configuration: 646 grid points, 50 time steps, 7-point Lagrange
interpolation, 4 MPI with 5OMP-threads per node.
Hardware: Ivy Bridge (hydra@mpcdf) (64 GB per node, InfiniBand
FDR14).
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Vlasov solvers using reduced data formats

Use methods designed specifically for high dimensional problems
Vlasov solvers using reduced data formats

Use methods designed specifically for high dimensional problems

Sparse grids
Hierarchical Tucker

Tensors
Monte Carlo (PIC)

?
?
?
?
?
?

I Sparse grids: K. Kormann, ES: ”Sparse Grids for the Vlasov-Poisson
Equation.” Sparse Grids and Applications-Stuttgart 2014. Springer 2016.

I Hierarchical Tensor: K. Kormann, A semi-Lagrangian Vlasov solver in
tensor train format, SIAM Journal on Scientific Computing (2015).

12

I Sparse grids: K. Kormann, ES: ”Sparse Grids for the Vlasov-Poisson
Equation.” Sparse Grids and Applications-Stuttgart 2014. Springer 2016.

I Hierarchical Tensor: K. Kormann, A semi-Lagrangian Vlasov solver in
tensor train format, SIAM Journal on Scientific Computing (2015).
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Semi-Lagrangian solver on sparse grid

I Two variants: sparse grid in 3 dimensions (SGxv) or tensor product
of sparse grid in x and v (SGxSGv)

I Poisson solver: Pseudo-spectral solver with sparse grid FFT1

I Integration: Sparse grid trapezoidal rule
I Interpolation: Use higher-order sparse grid2 and exploit structure in

interpolation
I Nodal representation along the dimension with displacement.
I Nodal one-dimensional interpolation problem can be solved by any

interpolator → use for instance cubic spline interpolation.
I Use high-order (cubic) sparse grid dehierarchization along the other

dimensions.

1K. Hallatschek, Numer. Math. 93, 1992
2H.-J. Bungartz, Habilitation thesis, 1998
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Test case: Landau damping in 4D

I FG: 324 = 1024× 1024.
I SGxSGv: Lx = 5, Lv = 7 (modified) → 112× 1024.
I SGxv: L = 10, M = 66304, i.e. 6% of memory.
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Multiplicative δf method

Problem: Poor interpolation of Gaussians on sparse grid.3

Ansatz: f (x , v , t) = g(x , v , t) · h(v)

I Initial splitting: g(x , v , t) = 1 + 0.01 cos(kx), h(v) = exp(−0.5v2).

I x-advection: f (x −∆tv , v , t) = g(x −∆v , v , t) · h(v).

I v-advection:
f (x , v + E (x)∆t, t) = g(x , v + E (x)∆t, t)h(v + E (x)∆t) =
g(x , v + E (x)∆t, t) exp(−0.5∆t2E (x)2 − v∆tE (x)) · h(v)

I Computation of ρ: Analytically compute
∫
h(v)ϕl ,k(v) dv .

3D. Pflüger, PhD Thesis, 2010
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Landau damping in 6D
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Remarks on sparse grid implementation

I Good compression rates for Landau Damping (0.002 in 6D)

I Complexity can be improved by exploiting structure, mixed
interpolation improves accuracy.

I SGxSGv variant more suited than one single sparse grid (better
resolution, efficient interpolation and parallelization).

I Linear complexity is achieved for 1D mixed interpolation on fixed
sparse grid. Will be lost in any other context, e.g. nD interpolation
or adaptive sparse grids.

I Multiplicative δf -method improves accuracy.

I Diffusion necessary for stabilisation.
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Tensor representation

Consider a typical initial distribution function

f (x, v) =
(
1 + ε cos(k⊥x1) cos(k‖px3)

)
exp(−(v2

1 + v2
2 + v2

3 )/2)/(2π)3/2

I Data stored on N × N × N × N × N × N mesh: N6

I Information can be stored in 9N using

f (x, v) =
[
1⊗ 1⊗ 1 + ε cos(k⊥x1)⊗ 1⊗ cos(k‖x3)

]

⊗ exp(−v2
1 /2)/

√
2π ⊗ exp(−v2

2 /2)/
√

2π ⊗ exp(−v2
3 /2)/

√
2π

I Tensor representation offers huge gain in needed memory.

I Can this also be used for more general function?
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Hierarchical Tucker formata

aHackbusch, Kühn, J. Fourier Anal. Appl. 15, 2009

I Group indices into two sets to get matrix: matricisation.
I Compress based on SVD: M = U · Σ · V>. Only r largest singular

values kept.
I This can be done hierarchically in a binary tree.
I Only store kernels

I Qi ∈ RNi×ri for leaf nodes (number of mesh points Ni , ranks ri ).
I Bi ∈ Rrleft×rright×ri for non-leaf nodes.
I Hierarchical Tucker representation of initial value

x1, v1, x2, v2, x3, v3
I2×2×1

x1, v1, x2, v2
I2×1×2

x1, v1
I2×1×2

x1[
1 cos(k⊥x1)

]
v1[

e−
v2
1
2√

2π

]

x2, v2
I1×1×1

x2[
1
]

v2[
e−

v2
2
2√

2π

]

x3, v3
I2×1×2

x3[
1 ε cos(k‖x3)

]
v3[

e−
v2
3
2√

2π

]
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Compression example in 2D

Consider:
f (x , v) = e−v

2/(2Ti (x))/(2πTi (x))1/2

No exact representation as sum of Kronecker Products → Approximate
representation as compressed Tucker decomposition.

Principle of compression algo-
rithm: Perform SVD at each level
of hierarchical Tucker decompo-
sition and keep only terms corre-
sponding to highest singular val-
ues.

x

v

exp(−v2/(2Ti(x)))/
√

2πTi(x)
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Compression example in 2D

Consider:
f (x , v) = e−v

2/(2Ti (x))/(2πTi (x))1/2

Representation with one singular value:

x

v

Original

 

 

x

v

komprimiert

 

 

x

v

Fehler

 

 

2 4 6 8 10 12 14
−0.2

−0.18

−0.16

x

Links-SV

−5 0 5

−0.4

−0.2

0

v

Rechts-SV

0 10 20 30

10
−10

10
0

Singulärwerte

0.1

0.2

0.3

0.4

0.1

0.2

0.3

0.4

−0.02

0

0.02

0.04

48



Compression example in 2D

Consider:
f (x , v) = e−v

2/(2Ti (x))/(2πTi (x))1/2

Representation with two singular values:
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Compression example in 2D

Consider:
f (x , v) = e−v

2/(2Ti (x))/(2πTi (x))1/2

Representation with five singular values:
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HOSVD of GENE output

I HOSVD compression of turbulence GENE simulation performed in
Hatch, del-Castillo-Negrete, Terry, J. Comput. Phys. 231(11), 2012

I HOSVDx and HOSVDy show clear dominating modes

Fourier modes and HOSVD modes. However, for the gyrokinetic simulations discussed in this paper, as Figs. 2–5 show, the
HOSVD modes of the x and the y coordinates are closely related to Fourier modes. In particular, the high order singular modes
in x and y have a dominant, single-k, harmonic component. Because of this, the corresponding singular value spectra (shown
in Fig. 1) would be very similar to the Fourier kx or ky spectra for the squared Frobenius norm. Such spectra would in turn find
some degree of correspondence with energy spectra, although the latter would entail integrals over phase space and addi-
tional terms defined by the gyrokinetic free energy quantity [15].

A series of parallel mode structures is shown in Fig. 6. Again it is seen that the mode structures develop finer scale struc-
ture as n increases. Also, striking regularity is exhibited in their structure – they alternate between even and odd parity and
add one additional peak with each increasing increment of n – a feature that is similar to many types of orthogonal polyno-
mials. In spite of the lack of periodicity (for even numbers) in these modes, Fourier spectra (constructed by taking a fast Fou-
rier transform) are plotted in Fig. 7 in order to demonstrate their regularly decreasing scales.

The vk-modes also have a strong similarity to orthogonal polynomials; in this case they appear to be very similar to Her-
mite polynomials (including the Gaussian weight function) as seen in Fig. 8. This is verified for n < 5 in Fig. 9 where the Fou-
rier spectra (A) and Hermite spectra (B) are plotted. It is seen that the Hermite spectra are sharply peaked at single values for
n < 5. In certain applications Hermite polynomials have been widely used in plasma kinetic theory and simulation [17,30–
35]. The present analysis indicates that this representation is quite efficient for capturing the most important vk structures. It
is also interesting to note that the fine scale structure exhibited in the vk-modes is associated with collisional dissipation (or
artifical dissipation in the case of vk hyperdiffusivities), since a collision operator involves second derivatives in velocity
space. This is related to the results described in Ref. [10] where it is shown that both energy drive and dissipation peak at
the same scales (low kx, ky) due to the excitation of damped eigenmodes which exhibit fine scale structure in vk. The
l-modes, shown in Fig. 10, exhibit peaks at successively higher values.

The n = 1, t-mode corresponds to the zonal flows (n = 1, y-mode), which are very low frequency fluctuations. This
structure, along with several other t-modes, is shown in Fig. 11. The corresponding frequency spectra are shown in
Fig. 12 where it is seen that the modes exhibit broadband spectra.

Note that all the results presented so far in this section have only used the coordinate modes and eigenvalues. This can be
done without extracting any portion of the core tensor. As described in Section 2, the core tensor assigns a weight to each
outer product between different combinations of coordinate modes in the decomposition. The elements of the core tensor
can be ordered by magnitude. This is plotted in Fig. 13 for the 5000 largest elements of the core tensor. The largest element
of the core tensor is S111211. This defines a weight for the outer product between the n = 2,vk-mode and the n = 1 modes for all
the other coordinates. These mode structures are plotted together in Fig. 14 for easy reference. Since the n = 1, y-mode is
part of this outer product, this reproduces some aspect of the zonal flow. The next four largest combinations also include
the first y-mode. The largest combination which does not include the n = 1, y-mode is weighted by S221113 – i.e., n = 2 for x
and y-modes, n = 1 for z, vk, and l-modes, and n = 3 for the time coordinate. These are plotted together in Fig. 15 for easy
reference.

Fig. 5. Fourier spectra of the HOSVD x-modes. At low kx some modes represent multiple scales. At higher kx the modes largely correspond to single Fourier
modes (note that dkxqs = 0.05).

D.R. Hatch et al. / Journal of Computational Physics 231 (2012) 4234–4256 4243

The eigenvalue spectra for both cases are very similar, indicating that the form (direct space or Fourier space) of the data set
has little impact on such results.

The following paragraphs will discuss mode structures for each of the six dimensions. An indication of the importance of
each mode structure is given by its corresponding eigenvalue (recall Eqs. (8) and (9)), since these eigenvalues of the corre-
lation matrices define an error bound for a truncated HOSVD (as described in Eq. (13)). The spectra of eigenvalues for all six
coordinates are shown in Fig. 1. The eigenvalues for the velocity space coordinates fall off very steeply. One can then infer
that only a few structures in velocity space are important in the dynamics, and that the higher order structures can be
dropped in a truncation without losing important velocity space information. In contrast, the eigenvalue spectra for the other
coordinates drop of very gradually after a sharp initial decrease. This indicates broadband fluctuations in these coordinates.
Note that, despite the slow asymptotic decay of the (x,y,z) singular values (compared to the velocity singular values), these
values exhibit an initial fast decay of almost two orders of magnitude, which might be enough to guarantee the desired trun-
cation error for practical purposes. It is also important to remember that a slow decay of the singular values does not imply a
higher truncation error, what it means is the need to include more modes to achieve a prescribed truncation error as indi-
cated by Eq. (13). A faster decay of the singular values could be achieved by increasing the resolution of the original gyroki-
netic simulation. For most purposes, gyrokinetic simulations are constructed to ensure convergence in transport levels
(associated with low order moments of the distribution function). However, it is important to keep in mind that the ‘energy’
quantity associated with the HOSVD truncation error in Eq. (13) is not trivially related to transport quantities. That is, a small
truncation error in the energy norm does not necessarily imply a small truncation error in other norms.

For ITG turbulence with adiabatic electrons, zonal flows [29] (characterized, in part, as ky = 0 fluctuations) are known to
attain very high intensity. Thus it is unsurprising that the n = 1 binormal (y) mode structure represents this feature of the
turbulence – it is a near constant function of y as seen in Fig. 2 (note that this represents not only zonal flows but also
any other ky = 0 fluctuation). A series of other y-modes are also shown in Fig. 2, where it is seen that the modes exhibit lar-
gely harmonic structures. Fig. 3 shows the Fourier spectra for the entire set of y-modes. It is instructive to compare the mode
structures in Fig. 2 with their Fourier spectra in Fig. 3. For instance, two scales are plainly visible for the n = 10 y-mode as
seen in Fig. 2. Fig. 3 verifies this by showing strong Fourier components at kyqi = 0.25, kyqi = 0.05 ! 0.1. Modes two through
five have strong kyqi = 0.2, and kyqi = 0.15 components. Both of these examples suggest that there is some nonlinear
phenomenon that couples certain scales. It is interesting to note that the growth rate peaks at kyqi = 0.3, but the nonlinear
spectrum peaks at kyqi = 0.2. This observation of coupled scales could lend insight into this nonlinear downshift in the spec-
trum. For n > 10 the Fourier spectra are strongly peaked about single wavenumbers; each increasing increment in mode
number n is associated with an increase of one Dkyqs = 0.05. This indicates that a Fourier representation is well-suited for
those scales.

The radial mode structures exhibit certain features in common with the binormal mode structures; the low n modes ex-
hibit some coupling between different scales while the higher n modes are strongly peaked about single wavenumbers. A
selection of radial mode structures is shown in Fig. 4 and the Fourier spectra are shown in Fig. 5.

Fig. 3. Fourier spectra of the HOSVD y-modes. At low ky some modes represent multiple scales. At higher ky the modes largely correspond to single Fourier
modes (note that dkyqs = 0.05).

D.R. Hatch et al. / Journal of Computational Physics 231 (2012) 4234–4256 4241

I Compression to 4% of initial size achieved at 10% error.
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Operations for Semi-Lagrangian method in Hierar-
chical Tucker (HT) format

I Our aim: implement algorithm with data in HT format.

I Semi-Lagrangian method with 1D splitting. Essential piece is 1D
interpolation.

I Use 5 points Lagrange interpolation. Stencil identical on whole line.
Assemble sparse tensor and compress.

I Basic operations (matrix-vector product, addition, inner product,...)
are defined in HT format but generally increase the rank more than
necessary → Recompress data with SVD.

I SVD needed to find a suitable compression in hierarchical Tucker
format. Good algorithms exist for shared memory. Might be
expensive for very large problems. Alternative algorithms exist which
might be more efficient on many nodes.
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Some comments on the complexity

I Ranks multiply for matrix-vector product and sum up for addition of
HT tensors.

I Complexity dominated by SVD to recompress the data.

I Complexity of HT truncation: O(dnr2 + dr4).

I Complexity can be reduced when using special structure and
applying intermediate rounding.
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Test on landau damping

I Verify algorithm and check performance on a Landau damping
problem in a magnetized plasma

I Initial condition:

f0(x, v) =
1

π3/2v3
Ti

e
− ‖v‖2

2
v2
Ti

(
1 + ε cos(k⊥x1) cos(k‖x3)

)

I Parameters:

vTi
=
√

2, k⊥ = k‖ = 0.5, ε = 0.01
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Comparison to full grid (B = 10)

 1e-12

 1e-10

 1e-08

 1e-06

 0.0001

 0.01

 1

 0  2  4  6  8  10  12  14  16  18

|p
h

i|
2

time

HT
FG

53



Comparison to full grid: Compression
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Ordering of variables in HT matters

Where is the coupling?

I Coupling within pairs (xi , vi ) in each xi -advection step.

I Coupling between (vi , x) in each vi -advection step.

Optimized ordering:

x1, v1, x2, v2, x3, v3

x1, v1, x2, v2

x1, v1

x1 v1

x2, v2

x2 v2

x3, v3

x3 v3
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Dependence on B of compression

Compression rates of each kernel for different values of B
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Computing times

Hierarchical Tucker code:
Hardware: Intel Ivy Bridge notebook processor 3.0 GHz

B CPU time [s]

0 66
2 1553

10 2376

Full grid code (B = 10):
Hardware: Hydra cluster of Max–Planck–Gesellschaft, Intel Sandy
Bridge-EP nodes with 16 cores 2.6 GHz

# nodes wall clock time [h] total CPU time [h]

1 20:56 327
2 11:48 358
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Conclusions and perspectives

I Applied math and HPC a strong need of magnetic fusion research

I Very complex models. Solid theory and verification strategy required.

I Gyrokinetic and kinetic simulations posed in 5D or 6D phase space
require a lot of resources and scale well with some effort.

I Try both to optimise simple algorithms and to find more efficient
representations.

I Verification and development based on modern software engineering
concepts needed.
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