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NSF Issues Solicitation for System to 
Enable Petascale Science 

•  US National Science Foundation (NSF) 
competition in Dec 2010 for large HPC system 
–  to enable simulation-based & data-driven 

computational research across all domains of 
science & engineering 

•  Solicitation requirements & constraints 
–  production HPC ‘base system’ (up to $25M) 
–  plus, ‘innovative component’ added (up to $5M) 
–  operations & support up to $6M/year for 4 years 
–  production by January 2013 (base system) 



TACC’s Stampede Project 

We wanted a comprehensive science system: 
ü Tremendous HPC capability, with powerful processors 

ü Support for high throughput computing (HTC) and big 
shared memory applications as well as HPC apps 

ü Powerful remote vis subsystem with high-end GPUs 

ü Software complementing hardware to support both 
simulation-based and data-driven science 

ü People, training, and documentation to support diverse 
users, applications, and modes of computational science 



Stampede: Designing the Base System 
•  Our evaluation of solicitation, community needs: 

–  Linux/x86 best option for open science community 
•  Most common on campuses, in labs 
•  Now most common at high-end as well (see Top500) 

–  Needed performance from innovative component 
•  open science community really needs >> 2PF for the 

very large problems 
•  so, we considered ‘acceleration’ options for more PFs 

–  Evaluated GPU and MIC—decided on Intel MIC 
•  Easier porting path/options—standard languages/tools 
•  More programming options (x86)—not just acceleration 
•  Leveraging x86 optimization experience 



TACC’s Stampede: The Big Picture 

•  Dell, Intel, and Mellanox are vendor partners 
•  Almost 10 PF peak in initial system (2013) 

–  2.2 PF of Intel Xeon E5 (6400 dual-socket nodes) 
–  7.3 PF of Intel Xeon Phi (MIC) coprocessors (6880) 
           (plus processors in other nodes, GPUs, etc.) 
–  Together, 520K cores, up to 1.78M threads! 

•  260 TB RAM (compute nodes + MICs) 
•  14 PB disk, 150+ GB/s I/O bandwidth  
•  56 Gb/s Mellanox FDR InfiniBand interconnect 



TACC’s Stampede: The Big Picture 

•  Designed as a comprehensive science 
system; not just HPC but also 
–  High throughput computing (HTC) 
–  Remote visualization 
–  Large shared memory applications 

•  So, we designed into the system 
–  16 x 1TB large shared memory nodes 
–  128 Nvidia Kepler K20 GPUs for remote vis 

•  And we provide software for HTC (and 
eventually for complex workflows) 



Stampede: a “Quick” Deployment 

Feb 20, 2012 

March 22, 2012 

May 16, 2012 

Sep 10, 2012 

Pumping Utilities 

Chilling Towers 



Datacenter Expansion 
Ranger: 3000 ft2 

Stampede: 8000 ft2 



Physical/Power Consideations 

•  Stampede spans 182 48U cabinets 
•  Power density (after upgrade in 2015) will 

exceed 40kW per rack 
•  Estimated 2015 peak power is 6.2MW   
•  Hot aisle containment to boost efficiency (and 

simply provide enough cooling).  
•  Thermal energy storage (1M gallons!) to 

reduce peak power charges 
•  Expand experiments in mineral oil cooling… 



Baseline Deployment History 
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Stampede Batch System 
•  Evaluated and selected SLURM prior to Stampede deployment 

–  were primarily a SGE shop, running SLURM 2.4.5 on Stampede 

•  SLURM experience reasonably good: 
–  using multi-factor scheduling plugin (fairshare, backfill, large job priority) 
–  excellent interactive job submission (we use this up to 32K) 
–  reasonably responsive managing 1-2K jobs for 6K hosts 
–  easy to build and deploy 
–  some issues with topology-based scheduler (still working on this) 
–  job-submission filter non-ideal for our usage (so we created a new one) 
–  we don’t use SLURM PMI linkage 

•  SLURM wish list 
–  load monitor (quite common in other systems) 
–  more flexible resource management (divorced from SLURM DB) 



Speeds and Feeds: P2P Bandwidth (FDR) 
Comparison to previous generation IB fabrics 
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Speeds and Feeds: MPI Latencies 

•  Minimum value approaching 
1 microsecond latency 

•  Notes: 
–  switch hops are not free 
–  maximum distance across 

Stampede fabric is 5 switch 
hops 

•  These latency differences 
continue to motivate our  
topology-aware efforts (more 
on that later in the talk) 

#"switch"
hops

Avg"Latency"
(μsec)

1 1.07
3 1.76
5 2.54



Speeds and Feeds: Memory Bandwidth 

•  Measured STREAM numbers on 
Stampede compute host  shown at 
the right: 

–  measured as a function of thread 
count 

–  compare performance with 
alternate thread affinities 

•  Observations: 
–  currently sustaining 74.6 GB/sec 

using all 16 cores 
 

–  single socket saturated STREAM 
bandwidth is ~37 GB/sec 

–  significant fractions of this peak 
can be achieved using ½ the 
number of cores 
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Performance Characteristics:  
Turbo Effects with DGEMM 

•  Recent multi-core designs introduced a 
clock throttling feature to allow raising 
the nominal speed when all cores are 
not in use 

•  Introduces another knob to think about 
for performance optimization 

•  Measured Linpack performance on a 
Stampede compute node shown here 
(both threaded and all-MPI versions) 
 

–  Efficiency is based on a 2.7 GHz nominal 
 clock rate  

–  Peak turbo frequency for these 
processors are 3.50 GHz 

•  Note that frequency scaling allows 
efficiencies in excess of 100% when not 
using all cores 
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Speeds and Feeds: Full System HPL (SB) 

•  HPL Completed on all 6400 hosts on 12/31/12 
•  Exceeded 90% efficiency (2 PF) with 8GB/node 
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Prior to these full system runs, we also ran a heterogeneous SB+MIC 
partial system run for submission at SC12 -> Stampede currently 
ranked 7th 

  



File Systems In Production 

 
•  Since starting initial operations, 

we have been running  a 
moderate sized I/O test to see 
the performance variability under 
user load: 

–  submitted and run in the queues 
like all other jobs 

–  has been running once a day 
–  writes 4 TBs from 512 hosts 
 

•  History of resulting performance 
from 1st month of operations 
shown on the right   
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Initial File System Growth (first 2 months) 
Disk Usage (in TBs) 
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What is ‘Acceleration’ and Why 
Should I Care? 

•  Processor performance is increasing—but demands 
of science are far beyond Moore’s Law growth in perf 

•  We cannot keep asking for more performance 
(building bigger systems with more processors) 
without paying for the power required 

•  Can we get more operations per watt? What about 
using simpler cores, but more cores per chip? 

•  GPUs have been used successfully to accelerate 
codes with the necessary high data parallelism, high 
compute intensity 



Intel’s MIC Approach: Coprocessor, 
Not Just Accelerator 

•  Since days of RISC vs. CISC, Intel has mastered the 
art of figuring out what is important about new 
processing technologies, and saying 

 “Why can’t we do this in x86?”  
•  Intel Many Integrated Core (MIC) architecture is (like 

GPUs) about large die, simpler circuit, much more 
parallelism… and in the x86 line 
–  Easier to use (even as an accelerator) with standard, familiar 

tools (e.g. MPI, OpenMP) 
–  More flexible programming modes, models 



What is MIC? 
•  Basic Design Ideas 

–  Leverage x86 architecture (CPU with many cores) 
•  x86 cores that are simpler, but allow for more compute throughput 

–  Leverage (Intel’s) existing x86 programming models 
–  Dedicate much of the silicon to floating point ops, keep some 

cache(s) 
–  Keep cache-coherency protocol 
–  Increase floating-point throughput per core 
–  Implement as a separate device 

–  Strip expensive features (out-of-order 
execution, branch prediction, etc.) 

–  Widen SIMD registers for more throughput 
–  Fast (GDDR5) memory on card 



Coprocessor vs. Accelerator 

–  Architecture:                                      x86 vs. streaming processors 
                                          coherent caches vs. shared memory and caches 
–  HPC Programming model:  
                        extension to C++/C/Fortran vs. CUDA/OpenCL                                          

   OpenCL support  
–  Threading/MPI: 
                       OpenMP and Multithreading vs. threads in hardware 
                              MPI on host and/or MIC vs. MPI on host only 
–  Programming details 

    offloaded regions vs. kernels 
–  Support for any code: serial, scripting, etc.                                                

          Yes      No 
•  Native mode: Any code may be “offloaded” as a whole to the coprocessor                 



What We Like about MIC 

•  Intel’s MIC is based on x86 technology 
–  x86 cores w/ caches and cache coherency 
–  SIMD instruction set 

•  Programming for MIC is similar to programming for CPUs 
–  Familiar languages: C/C++ and Fortran  
–  Familiar parallel programming models: OpenMP & MPI 
–  MPI on host and on the coprocessor 
–  Any code can run on MIC, not just kernels 

•  Optimizing for MIC is similar to optimizing for CPUs 
–  “Optimize once, run anywhere”  
–  Our early MIC porting efforts for codes “in the field” are frequently 

doubling performance on Sandy Bridge. 



Will My Code Run on MIC?  

•  Yes 

•  That’s the wrong question, it’s: 
–  Will your code run *best* on MIC? or  
–  Will you get great MIC performance without 

additional work?  



Stampede Programming  
Five Possible Models 

ü Host-only – like a ‘regular’ cluster 

ü Offload – kind of like a GPU cluster, but easier 

x Reverse Offload –not supported 

•  MIC-only (MIC native) – quickest path to 
compiling 

•  Symmetric – maximum use of both Xeon E5 
and Xeon Phi? could be interesting! 



Simple MIC Program on Stampede  

•  Interactive programming example 
–  Request interactive job (srun) 
–  Compile on the compute node 
–  Using the Intel compiler toolchain 
–  Here, we are building a simple hello world… 

•  First, compile for SNB and run on the host 
–  note the __MIC__ macro can be used to 

isolate MIC only execution, in this case no 
extra output is generated on the host 

•  Next, build again and add “-mmic” to ask the 
compiler to cross-compile a binary for native 
MIC execution  

–  note that when we try to run the resulting 
binary on the host, it throws an error 

–  ssh to the MIC (mic0) and run the executable 
out of $HOME directory 

–  this time, we see extra output from within the 
guarded__MIC__ macro 

login1$  srun –p devel --pty /bin/bash –l!
c401-102$ cat hello.c!
#include<stdio.h>!
int main()!
{!
  printf("Hook 'em Horns!\n");!
!
#ifdef __MIC__!
  printf(" --> Ditto from MIC\n");!
#endif!
}!
!
c401-102$ icc hello.c!
c401-102$ ./a.out !
Hook 'em Horns!!
!
c401-102$ icc –mmic hello.c!
c401-102$ ./a.out!
bash: ./a.out: cannot execute binary file!
!
c401-102$ ssh mic0 ./a.out!
Hook 'em Horns!!
 --> Ditto from MIC!

Interactive Hello World 



Key Questions 

Why do we need to use a thread-based 
programming model? 

 

MPI programming 
Where to place the MPI tasks? 

 

How to communicate between host and MIC? 
 

 



Programming Models for MIC 

•  MIC adopts familiar X86-like instruction set (with 61 cores,
244 threads in our case) 
 

•  Supports full or partial offloads  (offload everything or 
directive-driven offload) 
 

•  Predominant parallel programming model(s) with MPI: 
–  Fortran: OpenMP, MKL 
–  C: OpenMP/Pthreads, MKL, Cilk 
–  C++: OpenMP/Pthreads, MKL, Cilk, TBB 

 
•  Has familiar Linux environment  

–  you can login into it 
–  you can run “top”, debuggers, your native binary, etc 



Early MIC Programming Experiences 
•  Codes port easily 

–  Minutes to days depending mostly on library 
dependencies 

•  Performance can require real work 
–  While the sw environment continues to evolve 
–  Getting codes to run *at all* is almost too easy; 

really need to put in the effort to get what you 
expect 

•  Scalability is pretty good 
–  Multiple threads per core *really important* 
–  Getting your code to vectorize *really important* 



Programming MIC with Threads 

•  A lot of local memory, but even more cores 
•  100+ threads or tasks on a MIC 
 
•  Severe limitation of the available memory per task 
•  Some GB of Memory & 100 tasks  

➞ some ten’s of MB per MPI task 
 

Key aspects of the MIC coprocessor 

One MPI task per core? — Probably not 

Ø  Threads (OpenMP, etc.) are a must on MIC 



MIC Programming with OpenMP 

•  MIC specific pragma precedes OpenMP pragma 
–  Fortran:  !dir$ omp offload target(mic) <…> 
–  C:  #pragma   offload target(mic) <…> 

•  All data transfer is handled by the compiler 
(optional keywords provide user control)  

•  Options for: 
–  Automatic data management 
–  Manual data management 
–  I/O from within offloaded region 

•  Data can “stream” through the MIC; no need to leave MIC to fetch new data 
•  Also very helpful when debugging (print statements) 

–  Offloading a subroutine and using MKL 



“Offloaded” Execution Model 
•  MPI task execute on the host 

•  Directives “offload” OpenMP code sections to the MIC 

•  Communication between MPI tasks on hosts through MPI 

•  Communication between host and coprocessor through 
“offload” semantics 

•  Code modifications: 
–  “Offload” directives inserted before OpenMP parallel regions 

 

 

One executable (a.out) runs on 
host and coprocessor 



Base	  program:	  

•  Example	  program	  
•  Offload	  engine	  is	  a	  device	  
•  Objec;ve:	  Offload	  foo	  
•  Do	  OpenMP	  on	  device	  

MIC Training 
Offloading 

Basic Program 

#include	  <omp.h>	  
#define	  N	  	  10000	  
	  
void	  foo(double	  *,	  double	  *,	  double	  *,	  int	  );	  
	  
int	  main(){	  

	  	  int	  i;	  	  double	  a[N],	  b[N],	  c[N];	  
	  	  	  for(i=0;i<N;i++){	  a[i]=i;	  b[i]=N-‐1-‐i;}	  

	  
	  
	  	  	  foo(a,b,c,N);	  

}	  
 
	  
void	  foo(double	  *a,	  double	  *b,	  double	  *c,	  int	  n){	  
int	  i;	  

	  	  	  	  
	  	  	  for(i=0;i<n;i++)	  {	  c[i]=a[i]*2.0e0	  +	  b[i];	  }	  	  	  	  }	  



Func/on	  offload:	  	  Requirements	  

•  Direct	  compiler	  to	  offload	  
func;on	  or	  block	  

•  “Decorate”	  func;on	  and	  
prototype	  

•  Usual	  OpenMP	  direc;ves	  on	  
device	  

#include	  <omp.h>	  
#define	  N	  	  10000	  
#pragma	  omp	  <offload_func;on_spec>	  
void	  foo(double	  *,	  double	  *,	  double	  *,	  int	  );	  
	  
int	  main(){	  

	  	  int	  i;	  	  double	  a[N],	  b[N],	  c[N];	  
	  	  	  for(i=0;i<N;i++){	  a[i]=i;	  b[i]=N-‐1-‐i;}	  
	  
#pragma	  omp	  <offload_this>	  
	  	  	  foo(a,b,c,N);	  

}	  
	  
#pragma	  omp	  <offload_func;on_spec>	  
void	  foo(double	  *a,	  double	  *b,	  double	  *c,	  int	  n){	  
int	  i;	  

	  	  	  #pragma	  omp	  parallel	  for	  
	  	  	  for(i=0;i<n;i++)	  {	  c[i]=a[i]*2.0e0	  +	  b[i];	  }	  	  	  	  }	  

MIC Training 
Offloading 

Function Offload 



Speeds and Feeds: TACC Xeon Phi 

Measurements from Stampede MICs 



Xeon Phi– DNS FFTs (efficient 
vectorization is important) 

Applications and Scientific Kernels

Applications - DNS FFTs
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Xeon Phi– DNS FFTs (thread affinity is 
important) 

Applications and Scientific Kernels

Applications - DNS FFTs
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Stampede: How Will Users Use It? 

•  2+ PF Xeon-only system (MPI, OpenMP) 
–  Many users will use it as an extremely powerful Sandy 

Bridge cluster—and that’s OK! 
•  They may also use the shared memory nodes, remote vis 

•  10PF heterogeneous system (MPI, OpenMP) 
–  Run separate MPI tasks on Xeon vs. MIC; use 

OpenMP extensions for offload for hybrid programs 
•  Comprehensive ‘workflow’ system 

–  using the shared memory and remote visualization 
capabilities as well as the HPC nodes. 



Stampede: Dell C8220 Cluster 
Powered by Intel Xeon E5 and Xeon Phi  

ü  TACC, Dell, and Intel have provided HPC clusters to the 
national open science community since 2003 

ü  x86 architecture has become dominant ISA in 
supercomputing 

ü  Xeon E5 enables far more performance for general 
applications 

ü  Xeon Phi enables tremendous potential performance for 
highly parallel applications, with easier porting than GPUs 

ü  Thus, Stampede will preserve (and reward!) many years of 
x86 experience and expertise in scientific codes, while 
offering world-class performance 



Stampede Will Enable New Scientific 
Discoveries Across Domains 

1000+ science projects, by 
thousands of researchers 



Stampede Will Enable New Scientific 
Discoveries Across Domains 

Studying H1N1 (“Swine Flu”) 
Researchers at the 
University of Illinois 
and the University of 
Utah used Ranger to 
simulate the molecular 
dynamics of antiviral 
drugs interacting with drugs interacting with 
different kinds of flu.

• They discovered how commercial medications reach the “binding 
pocket” – and why Tamiflu wasn’t working on the new swine flu strain. 

• UT researcher Lauren Meyers also used Lonestar to predict the best 
course of action in the event of an outbreak

Image produced by Brandt Westing, TACC

1000+ science projects, by 
thousands of researchers 



Stampede User Support 

•  Allocations administered through eXtreme 
Science & Engineering Discovery 
Environment (XSEDE) project 
–  Stampede is most powerful system in XSEDE 
–  Allocations are peer reviewed 

(I retain discretionary over 10% of the cycles) 

•  Basic support provided by TACC project staff 
•  User services coordinated by XSEDE staff 

(I lead XSEDE user services) 



Stampede Project Team 
•  Operations will include contributions from team partners 

–  Ohio State University (DK Panda’s group) 
•  MVAPICH optimization 

–  Indiana University (Craig Stewart) 
•  Data intensive computing techniques, campus bridging 

–  University of Texas at El Paso (Pat Teller) 
•  Technology evaluation 

–  Cornell Center for Advanced Computing (Dave Lifka) 
•  Data intensive computing, online training 

–  Clemson (Jim Bottum) 
•  Campus bridging, MSI outreach 

–  U. Colorado (Henry Tufo) 
•  MIC code optimization 



Stampede Early Usage 
•  Stampede usage in first 

two months has been 
strong; we expect it to 
reach steady-state 
utilization in next few 
months 

•  Many research project 
allocations active now 
–  600 active projects so far 
–  1100 unique users so far 
–  peaked at over 2M hours 

delivered per day 
–  demand for embedded  
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Stampede Early Science Highlights 

•  Researchers from the Southern 
California Earthquake Center 
used Stampede to predict the 
frequency of damaging 
earthquakes in California for the 
latest Uniform California 
Earthquake Rupture Forecast 
(UCERT3).  

•  An Earthquake Rupture 
Forecasts gives the probability 
of all possible, damaging 
earthquakes throughout a 
region and over a specified time 
span. 

Predicting Earthquakes in California 



Stampede Early Science Highlights 

•  The results of the simulations 
will be incorporated into 
USGS’s National Seismic 
Hazard Maps which are used 
to set building codes and 
insurance rates. 

•  “We do a lot of HPC 
calculations, but it’s rare 
that any of them have this 
level of potential impact.”   
 
Thomas Jordan, Director 
Southern California Earthquake 
Center 

Predicting Earthquakes in California 



Stampede Early Science Highlights 

•  Researchers from the 
University of Illinois at Urbana-
Champaign used Stampede to 
simulate protein folding and to 
design enzymes for second-
generation biofuels. 

•  On Stampede, scientists can 
explore biological events that 
occur on long time-scales, and 
relate molecular structures with 
their biological functions. 

Stampede as a “Computational Microscope” 



Stampede Early Science Highlights 

“We are extremely excited 
about the strong 
computational power of 
Stampede. It is the fastest 
machine we have 
experienced right away and 
we have performed a lot of 
interesting scientific 
computational experiments 
on the system.” 
 
Klaus Schulten 
University of Illinois at Urbana-
Champaign 
 

Stampede as a “Computational Microscope” 



Stampede Early Science Highlights 

•  Accelerating ice streams in 
Antarctica have the potential to 
raise sea-levels significantly. 

  
•  Dr. Omar Ghattas and his team 

at The University of Texas at 
Austin have been using 
Stampede to better understand 
and represent the flow of ice 
from the Antarctic continent 
into the sea using detailed 
numerical models. 

  

Ice Sheet Modeling 



Stampede Early Science Highlights 

•  Stampede will help scientists 
to infer uncertain basal 
conditions of the Antarctic ice 
sheet by using modern 
inverse modeling methods. 

 
•  To do so, they must run 

thousands of extremely high-
resolution simulations using 
complex physics.  

•  Problems of this kind can 
only be solved on a system 
like Stampede. 

 

Ice Sheet Modeling 



Stampede Early Science Highlights 

“How often does a 
scientist get an instrument 
that’s an order of 
magnitude bigger than the 
one it replaces? It’s a 
massive step.” 
 
Omar Ghattas, 
John A. and Katherine G. Jackson 
Chair in Computational 
Geosciences,  
The University of Texas at Austin  
 
 

 

Ice Sheet Modeling 



Stampede Early Science Highlights 

•  Water is the universal solvent of 
life, but when it comes to 
understanding its behavior on the 
molecular level, many mysteries 
remain.  

•  The leading model of water is 30 
years old and is known to be 
inaccurate for many problems. 

•  Researchers from Stanford and 
The University of Texas at Austin 
used Stampede to develop and 
test an improved algorithm to 
represent water.  

 

The Chemistry of Water 



Stampede Early Science Highlights 

•  A better representation of water 
will assist in finding new drugs and 
understanding how cells behave in 
solution.  

 
•  It will also help answer 

fundamental questions like why 
water is densest at 4 degrees 
Celsius. 

 

The Chemistry of Water 

“It’s the combination of speed 
and volume that makes 
Stampede such a powerful 
system. Without it, we wouldn’t 
be able to develop and test our 
new water model and show how 
effective it can be.” 
       
Lee-Ping Wang, Stanford University 
 



Stampede Early Science Highlights 

•  Alexie Kolpak of MIT is using 
Stampede to explore a new class 
of tunable nanocatalyst that can 
capture CO2 from an exhaust 
stream and convert it into cyclic 
carbonate, a valuable substance 
used in industrial applications.  

 
•  The reactions involved occur at 

the atomic level, beyond the 
reach of any microscope, and can 
only be investigated dynamically 
via computer simulations.  

 

CO2 Capture and Conversion 



Stampede Early Science Highlights 

•  Computational experiments on 
Stampede inspire new ideas for how to 
manipulate the surface of 
nanomaterials to do important tasks —
like clean the air —  that have never 
done before.  

•  Kolpak and her collaborators then do 
experiments to see how the material 
performs on real world applications.  

 
 

 

CO2 Capture and Conversion 

“It’s a really exciting time. We’re 
getting to the point with the 
computational speed and the 
development of algorithms that we’re 
looking at a lot more realistic 
systems, and that’s going to help 
guide a lot of the research that’s 
going on in the energy areas and in 
other areas, too.”  
 
Alexie Kolpak, Assistant Professor of 
Mechanical Engineering, MIT 
 



Stampede Early Science Highlights 

•  Surgeons want to know how 
aggressive a tumor is, and what its 
infiltration into the surrounding tissue 
is, in order to plan for surgery, 
radiotherapy and other treatment 
options.  

•  Dr. George Biros (ICES, UT Austin) is 
creating new methods that quickly 
and accurately assimilate massive 
amounts of data from MRI scans and 
other imaging modalities and combine 
these with biophysical models that 
represent tumor growth.  

 

 

Improving Brain Tumor Imaging 



Stampede Early Science Highlights 

•  The addition of biophysical tumor 
models increases the accuracy and 
effectiveness of the interpretation of 
images, but involves large amounts of 
complex computations that must be 
accomplished quickly.  

•  This is an area where supercomputers 
can be of great assistance to 
medicine.  

 

 

Improving Brain Tumor Imaging 

“Just looking at the image is not 
enough. You have to combine 
several imaging modalities, many 
images, do pattern recognition and 
statistical data analysis, and 
incorporate machine learning tools 
and biophysical models, to try to 
interpret the images. A machine 
like Stampede makes this 
possible.”  
 
George Biros, ICES, The University of 
Texas at Austin 
 



Stampede Early Science Highlights 

•  Researchers in the social sciences, 
digital humanities and arts are using 
Stampede to make new discoveries, too. 

•  The School of Information at The 
University of Texas at Austin and the 
Illinois Informatics Institute at the 
University of Illinois at Urbana-
Champaign will host two High 
Performance Sound Technologies for 
Access and Scholarship (HiPSTAS) 
workshops, sponsored by the NEH, to 
explore how new technologies and 
methods can open up unique avenues 
of inquiry into these sound files.  

 

 

Advanced Computing and the Humanities 



Stampede Early Science Highlights 

•  Stampede will provide high 
performance computing, large-scale 
visualization, and massive storage 
capabilities to sound archivists to help 
search for patterns and gain insights 
into spoken language and music.  

•  Several large sound archives will be 
available to the researchers on 
Stampede, including:  

–  recordings of Ojibwe elders 
discussing traditional knowledge 

–  speeches by Lyndon Baines and 
Lady Bird Johnson 

–  and an oral history of the oil boom 
in Texas.  

 

Advanced Computing and the Humanities 



Summary 

•  Stampede successfully designed, put into production: 
–  Powerful Dell base cluster with Intel Xeon E5 processors 

and Mellanox InfiniBand FDR 
–  Comprehensive capabilities with Nvidia GPUs, 1TB shared 

memory nodes, HTC software tools 
–  Innovative component: 6880 Intel Xeon Phi coprocessors 

•  Still much to learn about programming Xeon Phi 
–  Code porting is easy 
–  Scaling is good, but requires effort 

•  Users love it 
•  1100+ users of 600+ projects already 
•  Lots of ‘best system ever’ comments 
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